
Bregman Learning for Generative Adversarial Networks
Jian Gao, Hamidou Tembine

Learning & Game Theory Laboratory, Engineering Division, New York University, Abu Dhabi
E-mail: tembine@nyu.edu

Abstract: In this paper we develop a game theoretic learning framework for deep generative models. Firstly, the prob-
lem of minimizing the dissimilarity between the generator distribution and real data is introduced based on f-divergence.
Secondly, the optimization problem is transformed into a zero-sum game with two adversarial players, and the exis-
tence of Nash equilibrium is established in the quasi-concave-convex case under suitable conditions. Thirdly, a general
Bregman-based learning algorithm is proposed to find the Nash equilibria. The algorithm is proved to have a doubly
logarithmic convergence time with respect to the precision of the minimax value in potential convex games. Lastly, our
methodology is implemented in three application scenarios and compared with several existing optimization algorithms.
Both qualitative and quantitative evaluation show that the generative model trained by our algorithm has the state-of-art
performance.
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1 INTRODUCTION

In machine learning, a discriminative task seeks to classify
the input, and a generative task seeks to create a model that
can generate samples similar to the real data. For exam-
ple, an algorithm that identifies face in photos is doing a
discriminative task, while an algorithm that generates syn-
thetic face images is doing a generative task. Learning gen-
erative models is more challenging than classification and
prediction. In supervised learning, the model learns a map
from data x to label y, while the generative model learns the
data distribution m in an unsupervised way. It inputs some
random noise z, and outputs generated data x̃ ∼ m̃, where
the fake data distribution m̃ should be similar to m so that
x̃ is indistinguishable from the real data x. The learning
process needs to optimize some intractable criteria, since
both the inputs and outputs are not specified by the training
data.
There are two ways to solve this dilemma: one is to let
the statistic of generated samples being similar to the real
data, e.g. moment matching [1]. Another way is to pair
the generative model with another model, and train them
alternately by using the output of one model as the criteria
of the other.
Generative Adversarial Network (GAN) was recently intro-
duced in [2] to train deep generative models via an adver-
sarial process, in which two models are updated simultane-
ously: a generative model G to mimic the real data distri-
bution, and a discriminative model D to distinguish those
generated samples from the real ones. The training proce-
dure for G is to maximize the probability that D makes a
mistake [3, 4]. while the generator tries to strategically de-
ceive the discriminator by producing samples as close as to
the real data [5].
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The payoff function defines a way to calculate the dis-
crepancy between two measures. For such settings, Breg-
man [6] and f−divergence [7–10] have been widely used
as they provide a broader range of choices. Both of them
can be rewritten as the supremum of a dual function using
Legendre-Fenchel transform [11].

1.1 Contribution of the present paper
First, we have developed a game theoretic learning frame-
work to train generative models. The objective of the gen-
erator is to ”cheat” the discriminator by maximizing its er-
ror, which leads to a minimax problem. Putting it in the
context of game theory, this problem is transformed into a
zero-sum game where the generator and discriminator are
two adversarial players. This is also called minimax robust
game [12–14].
Then, we look for the solution for both sides and proved the
existence of Nash equilibria under quasi-concave-convex
assumptions [15]. Since quasi-convexity is a weaker prop-
erty than convexity, the result allows to extend earlier
works to including a class of non-convex situations. Once
the existence of equilibrium is guaranteed, the next step is
to find the equilibrium through iterative learning procedure
or closed-form expressions.
When the underlying payoff function is concave/convex,
we use Lagrangian and Bregman approach to derive the
model-based learning procedure. The algorithm is shown
to be double exponentially fast and converges very quickly
to the Nash equilibrium (see Table 1 and Figure 1). When
the payoff is not convex/concave, a modified algorithm
that stabilizes the learning process is used. The Bregman
learning algorithm is a general configurable approach. We
will show that the classical gradient based methods such
as stochastic gradient descent (SGD) [16] and Momentum
[17] are two special cases under our scheme.
Finally, we evaluate the performance of our approach in



three application scenarios, and compare it with several ex-
isting algorithms in this field. Both qualitative and quanti-
tative results show that the generative model trained by our
algorithm has state-of-the-art performance.

Table 1: Performance of the proposed algorithm compared
to the classical ones with a precision error within δ > 0.
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Figure 1: Accuracy of the proposed algorithm compared to
the accelerated Ishikawa-Nesterov algorithm

1.2 Related Work
Minimax robust game formulations of GAN were studied
in [2]. The authors in [2] proposed a sequential update
algorithm (asynchronous) between the generator and dis-
criminator. The work in [18] examines simultaneous up-
date gradient descent algorithms. Under strong convexity
assumptions, the authors showed a linear convergence rate
of the algorithm. However, this convergence result fails
when the function is not strongly convex in the generator’s
parameter. Another issue is to optimize the model with
high dimensionality. Our prior works have introduced dis-
tributionally robust games from a theoretical perspective
using f-divergence [19] or Wasserstein metric [20]. Here
we develop concrete applications for GAN problems in im-
age processing.

1.3 Structure
The rest of the paper is structured as follows. The next
section formulates the GAN problem as a robust game and
establishes the existence of Nash equilibrium. Section 3 in-
troduces our learning algorithm to find Nash equilibria and
provides the implementation for training deep generative
models. Section 4 applies the Bregman learning scheme
in three application scenarios. Performance evaluation and
comparison are conducted both qualitatively and quantita-
tively. Section 5 concludes the paper and discusses some
future works. The proofs of our propositions are provided
in the Appendix.

2 GAN as a Robust Game

Notations
Bregman Divergence: Let g : X → R be a differentiable,
strictly convex function. The Bregman divergence [6] dg :
X × relint(X)→ R is defined as

dBRg (y, x) := g(y)− g(x)− 〈gx(x), y − x〉,

where relint(X) denotes the relative interior of X .
f−Divergence: Let m and m̃ be two probability mea-
sures over a space Ω such that m is absolutely continuous
with respect to m̃. Then, for a convex function f , the f -
divergence of m̃ and m is defined as

Df (m ‖ m̃) ≡
∫

Ω

f

(
dm

dm̃

)
dm̃− f(1),

where dm
dm̃ is the Radon-Nikodym derivative of the measure

m with respect to the measure m̃.

2.1 The Problem
The GAN problem consists to optimizing Df (m ‖ m̃),
in which m is the distribution of real data and m̃ is the
distribution represented by the generative model. However,
m is not a given profile, so it needs to be estimated from the
training samples. The discriminator tries to maximize Df

while the generator aims to minimize it.

2.2 Equivalent Formulation
For a convex (and proper) function f the Legendre-Fenchel
duality holds: (f∗)∗ = f where f∗(ξ) = supx[〈x, ξ〉 −
f(x)]. We use a Legendre-Fenchel duality to transform the
problem infmDf (m ‖ m̃) into a minimax problem as

inf
m
Df (m ‖ m̃) = inf

m

∫
Ω

f∗∗
(
dm

dm̃

)
dm̃− f(1)

= inf
m

∫
Ω

[sup
ξ
〈ξ,
(
dm

dm̃

)
〉 − f∗(ξ) ]dm̃− f(1)

= inf
m

∫
Ω

sup
ξ
〈ξ, dm〉 − f∗(ξ) dm̃− f(1)

≥ inf
m

sup
ξ

∫
Ω

Emξ(ω)− Em̃f∗(ξ(ω))− f(1)

(1)

The optimal structure for ξ is ξ∗(ω) = f ′(dmdm̃ )(ω). We
assume that the optimal ξ∗ can be parametrized by and rep-
resented as ξ∗(ω) = hf (V (a1, ω)) for some functions hf
and V. The measure m̃ will be re-parametrized with m̃a2

where V (a1, ω) : A1×Ω→ R, and hf : R→ Dom(f∗),
Dom(f∗) = {x | f∗(x) ∈ R}. Thus,

inf
m
Df (m ‖ m̃)

= inf
a1

sup
a2

Ema1
hf (V )− Em̃a2

f∗(hf (V ))− f(1)
(2)

Therefore, the GAN problem becomes equivalent to the
following minimax problem:

(P )


inf

a1∈A1

sup
a2∈A2

L(a1, a2),

L(a1, a2) = Ema1
hf (V (a1, ω))

+ Em̃a2
(−f∗)(hf (V (a1, ω)))− f(1)

(3)



where A1 denotes the decision space of the generator and
A2 is the decision space of the discriminator.

Example 1. Let f(x) = x log x−(1+x) log(1+x). Then
the derivative of the function f is f ′(x) = 1 + log x− 1−
log(1 + x) = log(1 − 1

1+x ) and f ′′(x) = 1
x(1+x) > 0.

This means the function f is convex. Moreover, f(1) =
−2 log 2 = − log 4. Compute the Legendre transform of f :

f∗(ξ) = sup
x

[xξ − f(x)] = − log(1− eξ)

The parameterized objective function is now

L(a1, a2) = Ema1
hf (V ) + Em̃a2

log(1− ehf (V ))− f(1)

If hf = log, then

L(a1, a2) = Ema1
log(V ) + Em̃a2

log(1− V )− f(1).

In order to identify clearly the distribution m and m̃, a par-
ticular structure was considered in [2], where the model is
trained by using a data distribution ω, and a noise distri-
bution z. The generative network takes noise as input and
outputs synthetic images: G(z). The discriminative net-
work takes in both real images and synthetic images and
classifies them as D(ω) = V and D(G(z)) respectively.
These two networks are trained using different objective
functions. The generative network tries to minimize the
function log(1 − D(G(z))), which indicates how likely
the classifier incorrectly labels a synthetic image as real.
The discriminative network tries to maximize the function
log(D(ω)) + log(1 − D(G(z))). There is a sort of trade-
off: the first term is maximized when the network correctly
identifies real images, and the second term is maximized
when it correctly finds out the fakes.

2.3 Solution Method
This formulation is robust in the sense that the generator is
trying to sneak into the real data distribution while facing
the supervision of the discriminator.

Definition 1. A solution to problem (P ) is called a mini-
max solution.

The Nash solution is a profile (a∗1, a
∗
2) such that

L(a∗1, a2) ≤ L(a∗1, a
∗
2) ≤ L(a1, a

∗
2),

for any (a1, a2) ∈ A1 ×A2.
f is a quasi-convex function if for each sub-level set
Sα(f) = {x | f(x) ≤ α} is a convex set for all α.
Finding a solution to this minimax problem is not a trivial
task in general. Below we provide a well-established result
for such problems in game theory. A well-known result in
the context of zero-sum games is the so-called Sion’s theo-
rem [15], which is a generalization of John von Neumann’s
minimax theorem. It establishes the existence of the Nash
equilibrium.

Proposition 1. (Sion’s theorem [15]) Let A1 and A2 be
non-empty, convex and compact sets of Rk, the mapping
a2 7→ Em̃a2

(−f∗)(hf (V (a1, ω))) be lower semicontin-
uous and quasi-concave for any fixed a1, the mapping

a1 7→ Ema1
hf (V (a1, ω))+Em̃a2

(−f∗)(hf (V (a1, ω))) be
upper semicontinuous and quasi-convex for any fixed a2.
Then there is at least one saddle point (a∗1, a

∗
2). Further-

more, these conditions guarantee that the max-min inequal-
ity is also an equality.

min
a1

max
a2

L(a1, a2) = L(a∗1, a
∗
2) = v∗

= max
a2

min
a1

L(a1, a2)

Note that in general

sup
a2∈A2

inf
a1∈A1

L(a1, a2) ≤ inf
a1∈A1

sup
a2∈A2

L(a1, a2)

and the difference

inf
a1∈A1

sup
a2∈A2

L(a1, a2)− sup
a2∈A2

inf
a1∈A1

L(a1, a2)

is called duality gap in optimization theory.

3 Learning Algorithm

We first construct a fast learning algorithm for solving an
optimal control problem, and extend it to solve the mini-
max problem (P ). Then it is implemented in section 3.2 to
train deep generative models.

3.1 Minimum Principle

Given an optimal control problem infv
∫ T

0
l(t, x, v)dt

where v = ẋ, the minimum principle is a necessary con-
dition of optimality when the underlying function is suffi-
ciently smooth. The adjoint variable ṗ = −Hx = −lx, and
the optimal control minimizes the Hamiltonian H(x, p) =
infv{l + pv}, i.e., the Legendre-Fenchel transform of −l
applied at point −p. A closed-form expression of the opti-
mal control can be obtained, which is generically given by
v∗ = Hp(x, p). A necessary condition for optimality says
thatHv∗(v∗−v) ≥ 0 for any v ∈ V, whereHv denotes the
sub-differential of H . This latter variational equation can
be rewritten as:

0 ≤ Hv∗(v∗ − v) = [lv∗ + p](v∗ − v), (4)

for all v ∈ V.
In particular, an interior solution v∗ should solve p =
−lv∗ , and the adjoint equation becomes ṗ = d

dt (−lv∗) =
−lx(x, v∗), that is

d

dt
lẋ = lx(x, ẋ) (5)

It is called Euler-Lagrange equation in the field of calculus
of variations. Since the minimization is among all possible
curves, this minimum principle may exhibit features that
allow to investigate faster time curves.
We investigate the equation d

dt lv(x, v) = −lx(x, v) for a
class of quantity-of-interest l. Let the family of Bregman-
based Lagrangian be l(x, v) = ea+c[dg(x + e−av, x) −
ebf(x)], where dg(y, x) = g(y)− g(x)−〈gx(x), y−x〉 is
the Bregman divergence function for a certain smooth and
convex function g.



Proposition 2. The Euler-Lagrange equation reduces to a
second order ordinary differential system by setting ċ = ea.

ẍ+ (ea − ȧ)ẋ+ e2a+bg−1
xx (x+ e−aẋ)fx(x) = 0 (6)

which can be written as a first-order system{
ẋ = v,
v̇ = −(ea − ȧ)v − e2a+bg−1

xx (x+ e−av)fx(x).

Proposition 3. The error to the optimum value is

0 ≤ f(x(t))− f(x∗) ≤ e−b(t)c0,

on condition that ḃ(t) ≤ ea(t), and c0 is the initial error
given starting points x0, v0, t0. With b(t) = t, it has an
exponential convergence rate.

It takes at most Tδ = b−1 log c0
δ time units to be within a

ballB(x∗, δ) of radius δ > 0 from the center x∗. Specially,
for b(t) = et, the error to the optimum value is less than
e−e

t

c0. The convergence time to reach a neighborhood
of radius δ is Tδ = log log c0

δ . The doubly logarithmic
convergence time is much smaller than the time of gradi-
ent descent c0

δ , Newton-based gradient c0√
δ

and Ishikawa-
Nesterov accelerated gradient c0√

δ
. The proof of Propo-

sition 3 is based on a careful construction of a general-
ized pseudo-potential function using Pontryagin maximum
principle. It extends the framework developed in [19, 21]
to the context of strategic-form games.

3.1.1 Minimax Game Case

We now consider two agents and set x = (x1, x2). Agent
1 is the generator who chooses x1. Agent 2 is the discrimi-
nator who chooses x2. Then, the family of Bregman-based
Lagrangian in this zero-sum game case is

lzs(x, v) = ea+c[dg(x+ e−av, x)− ebf(x)]. (7)

If the maximizer is using a certain direction (e.g., gradient
ascent), the minimizer will use the opposite direction.
Consider the function ef := maxa1,a2 [f(x1(t), a2)− f(a1, x2(t))]

= maxa2 f(x1(t), a2)−mina1 f(a1, x2(t))
≤ maxa2 f(x1(t), a2)− u+ ū−mina1 f(a1, x2(t))

ū = mina1 maxa2 f(a1, a2) ≥ maxa2 mina1 f(a1, a2) =
u.
Under the assumption of Proposition 1, there is at least one
saddle point (a∗1, a

∗
2), then ū = u and ef (x1(t), x2(t)) ≥ 0.

Using dg(x + e−av, x) separated in two components, the
following function Ũ defined as

dg(x+e−av, x)+eb[f(x1(t), a∗2)−ū]+eb[u−f(a∗1, x2(t))]
(8)

drives the dynamics of the algorithm.

Proposition 4. The error to saddle value is

0 ≤ ef (x1(t), x2(t))) ≤ e−b(t)c0,

which shows an exponential convergence to ū = u, and c0
is the initial error given starting points x0, v0, t0.

3.2 Implementation
Training a deep generative model involves optimization on
both the generator and the discriminator networks. For neu-
ral network learning, the problem is much more difficult
than classical optimization tasks. Given a loss function
L(x), we need to find a set of parameters x that achieve
minimum cost value. The challenges lie in non-convexity
of the loss function and high dimensionality of the model
parameters. In most cases, the number of local optima is
huge, or even infinite. Sometimes, the model may simply
”remember” the training data due to its high capacity, so
the algorithms should halt before overfitting. Based on the
analysis and proof in the previous sections, we develop a
specialized Bregman algorithm for generative adversarial
network learning.
Stochastic gradient descent (SGD) [16] is the most popu-
lar optimization approach in deep learning. The objective
function L(x) is minimized by gradually going downhill
towards the opposite direction of the gradient of L with re-
spect to its parameters x, and the step size is controlled by
a learning rate η:

xt+1 = xt − η · ∇xt
L(xt) (9)

The downhill direction is estimated by taking the average
gradient on a minibatch of M samples randomly drawn
from the training set. For classification problems, the gra-
dient is estimated by

E∇xL(x) ≈ 1

M

M∑
i=1

∇xL(x; x(i); y(i)) (10)

where x(i) is the training data with corresponding label y(i).
However, the convergence rate of gradient descent cannot
exceedO( 1

t ) after t iterations [22], and it may become even
worse in practice. SGD may be trapped in local optima,
and has trouble in the case of high curvature and noisy gra-
dients. The trajectory tends to be oscillating in the ravine
region where the gradient is much more higher in one di-
mension than in others. Momentum [17] is a method to
reduce trajectory oscillations and accelerate SGD. The up-
date rule is:

xt+1 = xt + vt

vt+1 = γvt − η · ∇xt
L(xt)

(11)

The velocity term v = ẋ stores an exponential decay av-
erage of the past gradients, which introduces an inertia
force to push a particle in the parameter space. The up-
dates for dimensions with consistent downhill are accel-
erated, while the updates are slowed down if the gradient
directions change frequently. This reduces oscillation and
improves convergence rate.
The Bregman learning algorithm is a configurable general
approach. We will show that SGD [16] and Momentum
[17] are two special cases in our scheme.
Derive from the second order ordinary differential equation
(ODE) defined in (6) and apply the gradient∇xL, we have

d

dt
(
∂g

∂x
(x+ e−a(t)ẋ)) = −ea(t)+b(t) · ∇xL (12)



By taking g(x) = 1
2c1x

Tx, v = dx
dt , it can be split into two

first order ODEs,

ẋ = v

v̇ = −(ea − ȧ)v − e2a+bc−1
1 · ∇xL

(13)

Under the configuration that c1 = 1− γ, a(t) = ln(1− γ),
b(t) = ln η − a(t),

ẋ = v

v̇ = −(1− γ)v − η · ∇xL
(14)

Discretize it over some finite time interval ∆t, we get

xt+1 = xt + vt∆t

vt+1 = vt + (−(1− γ)vt − η · ∇xL)∆t
(15)

which is equivalent to Momentum in (11) when ∆t = 1.
If we set γ = 0, it reduces to SGD.

xt+1 = xt + vt

vt = −η · ∇xL
(16)

By setting a(t), b(t) and g(x), we get different specialized
versions of Bregman learning algorithm. Some of the con-
figurations are listed in TABLE 2.

Table 2: Bregman learning algorithm under different con-
figurations. (g(x) = 1

2c1x
Tx, *c1 = 1, **c1 = 1− γ)

a(t) b(t) Convergence Rate
t et double exponential
0 t exponential

ln k − ln t k ln t polynomial (order k)
0 ln η *same as Gradient Descent [16]

ln(1 − γ) ln η − a(t) **same as Momentum [17]

4 Experiments

In this section, we apply our approach in three scenarios.
Firstly, we show the success of Bregman algorithm in a toy
minimax problem with non-convex objective function. It
converges with double exponential decay, while the tradi-
tional gradient descent keeps oscillating and fails to find
the saddle point. Secondly, we apply Bregman learning
to train a neural network classifier, and evaluate the gen-
eralization performance by calculating its test error. Then
compare it with six popular used optimization algorithms
in deep learning. Thirdly, we train a generative adversar-
ial network on two real image datasets. The automatically
generated artificial samples are indistinguishable from the
real dataset images even for human annotators.

4.1 A Toy Example: Minimax Optimization
Consider the loss function L(x1, x2) = x1x2 with x1

as parameter of the generator and x2 as parameter of the
discriminator, x = (x1, x2)T . Note that the function
(x1, x2) 7→ L(x1, x2) is not convex for this minimax prob-
lem. However, it is clear that (0, 0) is a equilibrium as it
satisfies

L(0, x2) = 0 = L(x1, 0)

for any x1, x2. Here, we set the initial values as (0.9,−0.5)
and see if the algorithms can find the Nash equilibrium.

4.1.1 Failure of standard gradient

We observe the classical gradient flow leads to periodic so-
lutions (as the sine function is a fundamental solution) with
cycling behavior. In particular, the amplitude of oscillation
of the classical gradient does not decrease over time. Thus,
the classical gradient flow fails to find the Nash solution
(0, 0) as illustrated in Figure 2.

Figure 2: The amplitude of oscillation of the classical gra-
dient does not decrease. The classical gradient flow fails to
find the Nash equilibrium (0, 0).

4.1.2 Success of Bregman algorithm

We use the Bregman algorithm to find the saddle point
(0, 0) of the function (x1, x2) 7→ L(x1, x2) = x1x2. We
set gxx = I , a(t) = t and b(t) = et. In Figure 3 we plot
the evolution of strategies and payoff values. We observe
rapid convergence with a smaller amplitude than the clas-
sical gradient algorithm.

Figure 3: The proposed scheme leads rapidly to a smaller
amplitude of oscillation. It converges within two time
units.

4.2 Supervised Learning: Classification
For the second application, we apply Bregman learning to
train a neural network classifier, and compare it with six
most popular algorithms in deep learning. The generaliza-
tion performance is evaluated by calculating the test error.
The MNIST dataset [23] contains 70000 labeled images of
handwritting digits (Figure 4). Our goal is to train a clas-
sifier to predict the digit for each handwriting. We split
it into three sets: 55000 for training, 5000 for validation
and 10000 for testing. The hyperparameters are selected
by cross validation.



Figure 4: handwritting digits

The classifier is a standard softmax regression model with
three layers. The neuron’s input is a vector of 784 dimen-
sions flattened by a 28*28 image. Then it goes through a
linear layer with weights W and biases b. Finally it is ac-
tivated by a softmax function and output a probability dis-
tribution over 10 digits. The loss function is cross entropy
between training label and the predicted probabilities.
We use the same model but different algorithms to opti-
mize the model parameters W and b. The algorithms un-
der comparison are: Stochastic Gradient Descent (SGD)
in [16], Momentum in [17], Adaptive Moment Estimation
(Adam) in [24], RMSProp in [25], Adadelta in [26], Ada-
grad in [27], and our Bregman-based optimization algo-
rithm. The configuration in this experiment is t0 = 3,
∆t = 1, a(t) = ln k − ln t, b(t) = k ln t with k = 2. For
other algorithms, the fine-tuned hyperparameters are listed
in TABLE 3.

Table 3: Hyperparameters

SGD η = 0.5

Momentum η = 0.5,momentum = 0.9

Adam η = 0.3, β1 = 0.95, β2 = 0.999, ε = e−8

RMSProp η = 0.02,momentum = 0.9, α = 0.9, ε = e−10

Adadelta η = 0.5, ρ = 0.95, ε = e−8

Adagrad η = 0.5, initial accumulator value = 0.1

The algorithms are evaluated in 100 iterations by checking
the classifier’s accuracy on test data. Figure 5 shows that
Bregman learning algorithm achieves the highest perfor-
mance. For stochastic optimization, the sample size varies
from 1000 to 55000. Numerical results of the average clas-
sification error in 100 iterations are listed in TABLE 4.

Figure 5: Comparison of seven optimization algorithms

Compared to existing optimization algorithms used in deep
learning, the Bregman-based approach quickly converges
and achieves state-of-the-art generalization performance.

Table 4: Average Classification Error

sample size 1000 2000 5000 10000 55000
Bregman 0.1128 0.1002 0.0926 0.0909 0.0897
SGD 0.1279 0.1236 0.1216 0.1211 0.1198
Momentum 0.1060 0.1015 0.0976 0.0984 0.0975
Adam 0.1152 0.1211 0.1093 0.1065 0.1021
RMSProp 0.1384 0.1366 0.1310 0.1294 0.1286
Adadelta 0.1442 0.1425 0.1393 0.1399 0.1390
Adagrad 0.1552 0.1463 0.1456 0.1454 0.1440

4.3 Unsupervised Learning: Image Synthesis
The last example is an unsupervised learning task, where
we are going to learn the distribution of real data and gen-
erate artificial samples which can pass the Turing test.
Convolutional neural network (CNN) with multiple hidden
layers is a powerful tool to learn a hierarchy of representa-
tions from image data. The huge amount of non-linear hid-
den units provide sufficient model capacity, but also result
in general non-convexity. The cost function surfaces con-
tain plenty of non-convex structures such as cliffs, ravines,
plateaus, local minima and high cost saddle points. In prac-
tise, the learning rate for gradient descent should be well
tuned to make small and careful moves. Methods based on
higher-order gradients could cause instability around sad-
dle points. Although the convergence analysis assumes
convex loss function, we found that our method still out-
performs others in the non-convex cases after tuning the
parameters. We show the effectiveness of Bregman algo-
rithm for training deep neural networks.
For fair comparison, we adopt consistent model structure
as in the previous literature [28], in which SGD [16] and
Adam [24] were used for training. The deep generative
model has two CNNs, serving as the generator G and
the discriminator D. Parameterized objective function has
been given in Example 1. The CNNs stack 4 hidden con-
volution/deconvolution layers, each followed by batch nor-
malization [22] (batch size = 64), ReLU/LReLU activa-
tion [29, 30], and finally produce sigmoid outputs.
The two CNNs are optimized in an adversarial way: D tries
to distinguish the synthesis data from the real one, while G
tries to mimic the real data distribution and produce fake
samples to fool the discriminator. The training is like a
pingpong game, and gradually converge to a saddle point.
At each iteration, a random noise z of 100 dimensions is
feed into the generator to produce synthesis samples G(z).
We found uniform distribution U(−1, 1) gains better re-
sults than Gaussian noise.
The model was trained by SGD, Adam and Bregman algo-
rithm respectively, with hyperparameters in TABLE 5. For
Bregman algorithm, we use the same configuration as in
the last experiment but slightly change the setting of t. We
found too large t could lead to oscillation, while set a maxi-
mum bound on t helped stabilize training. To deal with the



rugged cost function surface with general non-convexity,
we use a small time interval ∆t for discretization.

Table 5: Hyperparameters (*MNIST, **celebA)

*SGD η = 0.1

*Adam η = 0.0002, β1 = 0.5, β2 = 0.999, ε = 10−8

*Bregman t0 = 0.1, tmax = 2.0,∆t = 10−3

**SGD η = 0.005

**Adam η = 0.0002, β1 = 0.9, β2 = 0.999, ε = 10−8

**Bregman t0 = 0.5, tmax = 3.0,∆t = 10−4

We test our approach on two datasets: MNIST handwriting
(70,000 images) [23] and celebA human face (200K pho-
tos) [31]. In the first 100 iteration (first row of Figure 6),
the generator outputs fragmented and blurring handwriting.
Then digits emerges (middle), and eventually get matured
and perfectly indistinguishable from the real one (compare
the bottom right image with Figure 4).
In the beginning of our second experiment (first row of Fig-
ure 7), only the most salient features are generated. SGD
(left) draws only eyes, Adam (middle) has eyes and mouth,
while Bregman (right) also includes the contour of human
face. During the evolution, SGD collapses to a single point
and keeps producing identical samples (left column of Fig-
ure 7). This is due to the weakness of SGD to escape from
local optima in the parameter space.

Figure 6: from top to bottom, iteration: 100, 1100, 27200.
from left to right, algorithm: SGD, Adam, Bregman

5 Conclusion & Future Work

In this paper we have developed Bregman learning algo-
rithms for generative adversarial network. The method-
ology is a configurable general approach. When the pay-
off is convex/concave, it achieves double exponential con-
vergence rate. By choosing different parametric settings,
it can be successfully implemented in different applica-
tion scenarios with various payoff function. In the exper-

Figure 7: from top to bottom, iteration: 100, 2000, 31500.
from left to right, algorithm: SGD, Adam, Bregman

iments, both qualitative and quantitative evaluation results
show that the generative model trained by our algorithm
has state-of-the-art performance. In the future work, we
would like to develop dynamic generative models that can
automatically produce artificial sequential data such as mu-
sic and videos.

APPENDIX

Proof of Proposition 2: A simple computation shows that

∂ydg(y, x) = gx(y)−gx(x), ∂xdg(y, x) = −gxx(x)(y−x)

By differentiating the functional l one gets

lx = ea+c[ebfx − dg,1(x+ e−av, x)− dg,2(x+ e−av, x)]

= ea+c[−gx(y) + gx(x) + gxx(x)(y − x) + ebfx],

lv = −ecdg,1(x+ e−av, x) = −ec[gx(x+ e−av)− gx(x)]

It follows that

d
dt lv = −ċec[gx(x+ e−av)− gx(x)]
−ec[gxx(x+ e−av)(ẋ− ȧe−aẋ+ e−aẍ)− gxx(x)ẋ]
= lx
= ea+c[−gx(y) + gx(x) + gxx(x)(y − x) + ebfx]

Then,

−ċ[gx(x+ e−aẋ)− gx(x)]
−[gxx(x+ e−aẋ)(ẋ− ȧe−aẋ+ e−aẍ)− gxx(x)ẋ]
= ea[−gx(x+ e−aẋ) + gx(x) + gxx(x)e−aẋ+ ebfx]

Rearranging the terms in ẍ, ẋ one arrives at

ea(ċ− ea)g−1
xx (x+ e−aẋ)[gx(x+ e−aẋ)− gx(x)]

+eag−1
xx (x+ e−aẋ)[gxx(x+ e−aẋ)(ẋ− ȧe−aẋ)− gxx(x)ẋ]

+e2ag−1
xx (x+ e−aẋ)[gxxe

−aẋ+ ebfx] + ẍ = 0



By taking ċ = ea it yields

eag−1
xx (x+ e−aẋ)[gxx(x+ e−aẋ)(ẋ− ȧe−aẋ)]

+e2ag−1
xx (x+ e−aẋ)[gxxe

−aẋ+ ebfx] + ẍ = 0

ẍ+ (ea − ȧ)ẋ+ e2a+bg−1
xx (x+ e−aẋ)fx(x) = 0

which is a second order ordinary differential system.

Proof of Proposition 3: Introduce a function U

U(x, v, t, x∗) = dg(x
∗, x+ e−av) + eb[f(x)− f(x∗)]

SinceU(x, v, t) is positive and f is convex, the time deriva-
tive of U over the path x(t), v(t): d

dtU(x(t), v(t), t, x∗) ≤
0 on condition that ḃ ≤ ea, we have

eb[f(x)− f(x∗)] ≤ U(x, v, t, x∗) ≤ U(x0, v0, t0)

That is, the error f(x)− f(x∗) ≤ e−bU(x0, v0, t0), which
shows an exponential convergence to x∗.

Proof of Proposition 4: Introduce a function Ũ

Ũ(x, v, t, x∗) = dg(ã, b̃, x+ e−av)

+eb[f(x1(t), b̃)− ū] + eb[u− f(ã, x2(t))]

Since Ũ(x, v, t) is positive and f is convex, the time deriva-
tive of Ũ satisfies d

dt Ũ(x(t), v(t), t, x∗) ≤ 0 on condition
that ḃ ≤ ea. We have

eb[f(x1(t), b̃)− ū+ u− f(ã, x2(t))] ≤ Ũ(x0, v0, t0)

Therefore the error is less than e−bŨ(x0, v0, t0), which
shows an exponential convergence to the value ū = u.
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Közl, vol. 8, pp. 85–108, 1963.

[8] T. Morimoto, “Markov processes and the h-theorem,” Jour-
nal of the Physical Society of Japan, vol. 18, no. 3, pp. 328–
331, 1963.

[9] S. M. Ali and S. D. Silvey, “A general class of coefficients
of divergence of one distribution from another,” Journal of
the Royal Statistical Society. Series B, vol. 28, no. 1, pp.
131–142, 1966.

[10] I. Csiszár, “Information-type measures of difference of
probability distributions and indirect observations,” Studia
Scientiarum Mathematicarum Hungarica, vol. 2, pp. 299–
318, 1967.

[11] W. Fenchel, “On conjugate convex functions,” Canadian
Journal of Mathematics (CJM), vol. 1, pp. 73–77, 1949.

[12] D. Bauso, H. Tembine, and T. Basar, “Opinion dynamics in
social networks through mean-field games,” SIAM J. Con-
trol and Optimization, vol. 54, no. 6, pp. 3225–3257, 2016.

[13] H. Tembine, Distributed Strategic Learning for Wireless
Engineers. Boca Raton, FL, USA: CRC Press, Inc., 2012.

[14] G. R. Lanckriet, L. E. Ghaoui, C. Bhattacharyya, and M. I.
Jordan, “A robust minimax approach to classification,” J.
Mach. Learn. Res., vol. 3, pp. 555–582, Mar. 2003.

[15] M. Sion, “On general minimax theorems.” Pacific J. Math.,
vol. 8, no. 1, pp. 171–176, 1958.

[16] L. Bottou, “Online algorithms and stochastic approxima-
tions,” in Online Learning and Neural Networks, D. Saad,
Ed. Cambridge, UK: Cambridge University Press, 1998.

[17] B. Polyak, “Some methods of speeding up the convergence
of iteration methods,” USSR Computational Mathematics
and Mathematical Physics, vol. 4, no. 5, pp. 1 – 17, 1964.

[18] S. Nowozin, B. Cseke, and R. Tomioka, “f-gan: Train-
ing generative neural samplers using variational divergence
minimization,” in NIPS, 2016.

[19] D. Bauso, J. Gao, and H. Tembine, “Distributionally ro-
bust games, part I: f-divergence and learning,” CoRR, vol.
abs/1702.05371, 2017.

[20] J. Gao and H. Tembine, “Distributionally robust games:
Wasserstein metric,” preprint, 2018.

[21] A. Wibisono, A. C. Wilson, and M. I. Jordan, “A variational
perspective on accelerated methods in optimization,” In
proceedings of the National Academy of Sciences, vol. 47.

[22] I. Goodfellow, Y. Bengio, and A. Courville, Deep Learning.
MIT Press, 2016, http://www.deeplearningbook.org.

[23] Y. Lecun, L. Bottou, Y. Bengio, and P. Haffner, “Gradient-
based learning applied to document recognition,” Proceed-
ings of the IEEE, vol. 86, no. 11, pp. 2278–2324, Nov 1998.

[24] D. P. Kingma and J. Ba, “Adam: A method for stochastic
optimization,” CoRR, vol. abs/1412.6980, 2014.

[25] G. Hinton, “Lecture 6.5 - rmsprop, coursera: Neural net-
works for machine learning.” Coursera, video lectures, p.
307, 2012.

[26] M. D. Zeiler, “ADADELTA: an adaptive learning rate
method,” CoRR, vol. abs/1212.5701, 2012.

[27] J. Duchi, E. Hazan, and Y. Singer, “Adaptive subgradient
methods for online learning and stochastic optimization,” J.
Mach. Learn. Res., vol. 12, pp. 2121–2159, Jul. 2011.

[28] A. Radford, L. Metz, and S. Chintala, “Unsupervised rep-
resentation learning with deep convolutional generative ad-
versarial networks,” CoRR, vol. abs/1511.06434, 2015.

[29] V. Nair and G. E. Hinton, “Rectified linear units improve
restricted boltzmann machines,” in ICML, 2010, pp. 807–
814.

[30] B. Xu, N. Wang, T. Chen, and M. Li, “Empirical evaluation
of rectified activations in convolutional network,” CoRR,
vol. abs/1505.00853, 2015.

[31] Z. Liu, P. Luo, X. Wang, and X. Tang, “Deep learning face
attributes in the wild,” in Proceedings of International Con-
ference on Computer Vision (ICCV), 2015.


